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1 About CAMRIT

CAMRIT is an acronym for Control-
based Adaptive Middleware for Real-time Image
Transmission. In essence, CAMRIT is a
program that uses a distributed feedback control
loop that meets image transmission deadlines by
dynamically adjusting the compression quality of
image tiles. By adjusting the quality of image
tiles rather than the entire image, there is less
loss of data and what you get is a lower quality
image in some parts, but a higher quality of the
overall image than if you were to simply transmit
the entire image as a whole.

1.1 History of CAMRIT

CAMRIT originally began as a school
course project for Professor Chenyang Lu’s
Advanced Real-Time Systems course in the fall of
2003. The project spanned over the entire
semester, and 3-student teams had to come up
with a project that dealt with real-time topics. A
proposal, presentation, and a final conference-
length paper had to be submitted as well as the
actual project. Eventually the work done on this
semester project was enough to turn into an
actual conference paper and was accepted at
RTAS 2004.

The motivation for the project was
simple — we wanted to be able to find a way to
meet image transmission deadlines in systems
that may have unpredictable network conditions.
CAMRIT can provide robust real-time
guarantees under varying bandwidth that is
representative of this kind of scenario.

After the real-time systems course was
completed, the project was then given to me as
an independent study project under the
supervision of Professor Lu in the spring of
2004. As a student of the real-time systems
course, I was familiar with the idea of CAMRIT
and was given the task of creating a front-end
API so that applications may readily use
CAMRIT for image requests; the application
would provide CAMRIT the image name, a
relative deadline, etc. and CAMRIT would return
the images, abstracting all of the details from the
main program.

While in essence this does not seem like
a daunting task, it was a rather arduous
undertaking because of the fact that the
CAMRIT code was written with a semester
project frame of mind. There were no
comments, no README, no basic instructions
on how to setup the development environment,
etc. I spent more time learning how I needed to

get the program to run than what it took me to
actually implement the API. Thus my final task
in this independent study project was to create a
README file, for future CAMRIT developers
to be able to learn from what I needed to learn to
be able to develop CAMRIT.

1.2 CAMRIT papers

There are 2 papers that directly deal
with CAMRIT. One is the paper that was
accepted by the RTAS 2004 conference. This
paper is available at
http://www.cse.wustl.edu/~1lu/pap
ers/rtas04 camrit.pdf and is titled
“CAMRIT: Control-based Adaptive Middleware
for Real-time Image Transmission” and is
written by Xiaorui Wang, Huang-Ming Huang,
Venkita Subramonian, Chenyang Lu, and
Christopher Gill.

The second paper is one that I had
written as a proposal of the design architecture of
the client-side API. It is available with the
CAMRIT code on CVS under
huangming/client api/camrit desi
gn.pdf. It details the entire control flow of the
client side of CAMRIT and also includes some
design issues that were dealt with or will need to
be dealt with if one wanted to develop CAMRIT
further.

1.3 Basic CAMRIT design architecture

As I only worked on the client-side of
CAMRIT, I have little knowledge of what goes
on in the server-side. However, I can tell you
what happens from the main client application:

1. Application starts up, creates an Image
object, creates a CAMRIT object.

2. Application calls get image on the
CAMRIT object, passing in a pointer to
the Image object as well as other details
like relative deadline, image filename,
etc.

3. CAMRIT object uses this information
to start up an ImageRequester task with
a new thread. The main thread then
blocks on a condition variable and waits
to be signaled.

4. TImageRequester initializes an ORB,
sends an image request to the
ImageServer, and starts up the ORB.

5. ImageRequester constantly receives
bytes from the ImageServer, assembles
them into tiles, and puts them into a tile
buffer.



6. TileDecompressor is running on another
thread and constantly takes a tile off of
the tile buffer and assembles the entire
image using these tiles.

7. Once the TileDecompressor has
assembled all of the images, it wakes up
the main thread.

8. Control has returned to the main thread,
indicating that the Image object has the
requested image.

1.4 Developers of CAMRIT

The three main, original developers of
CAMRIT were Xiaorui Wang, Huang-Ming
Huang, and Venkita Subramonian. Xiaorui is
the current overseer/maintainer of the CAMRIT
project. Xiaorui designed the CAMRIT controller
and the trasmission architecture. Huang-Min was
the lead developer of the CAMRIT client while
Venkitawas the lead developer of the CAMRIT
server. All three are good resources to ask for
explaining what they did in their code.

There are two supervisors for CAMRIT.
Dr. Chenyang Lu and Dr. Christopher Gill both
spent time making sure that the project was
headed in the right direction and that things were
kept on track. Both have a good idea about the
project as a whole and would be great to ask for
future projects dealing with CAMRIT.

As of this date I was the current
developer of the client-side of CAMRIT. 1
changed only a few things from the original code
of the three original developers. These classes
included ImageRequester, TileDecompressor,
and wsoa_client.cpp. I also added a CAMRIT
class. While I do not have as good of a grasp of
the code outside of these classes, I would be able
to help on specific details of my code and the
changes made to the original source code.

2 Installing CAMRIT

Currently CAMRIT is developed using
ACE version 5.3.5 and TAO version 1.3.5. The
CAMRIT code is available on CVS under the
directory huangming/client api. For
further details about installing CAMRIT, the
following sections will be able to help in setting
up this development environment.

2.1 Setting up environment variables

Set these environment variables in your
login script, or save the commands in a file like
env.sh and set the environment variables
manually by using the source command.
Italicized words indicate words that pertain to a

certain user, and one should substitute their own
appropriate value for it.

For a Csh environment:
s et enwvwv CVSsSROOT
:rext:aesl@cvs.doc.wustl.edu:/project/cvs-
repository
setenv CVSEDITOR emacs
setenv CVS_RSH ssh
setenv ACE ROOT ~/src/ACE wrappers
setenv ace SACE_ROOT/ace
setenv ACE SACE_ROOT
setenv TAO ROOT $ACE_ROOT/TAO
setenv LD LIBRARY PATH
SACE_ROOT/ace:S$ACE ROOT/1lib

Note that the ACE_ROOT variable
should be set to whatever directory you plan to
unzip the ACE_wrappers (ACE+TAO zip file)
directory.

2.2 Downloading ACE and TAO

As stated before, CAMRIT runs on
ACE+TAO version 5.3.5. For some reason, it
does not like to run on the latest ACE+TAO
version. The old versions of ACE+TAQO are
l ocated a t
http://deuce.doc.wustl.edu/old d
istribution/.

To download the ACE+TAO gzip
compressed file and unzip the ACE/TAO files,
type the following commands:

* mkdir ~/src

* cd ~/src

* wget
http://deuce.doc.wustl.edu

/old distribution/ACE-

5.3.54TAO-1.3.5.tar.gz

* tar -zxvif ACE-5.3.5+TAO-
1.3.5.tar.gz
This will put the ACE/TAO files in your ~/src
directory under the directory ACE_wrappers.

2.3 Building ACE and TAO

There are 2 files that you need to create
before building ACE. First create a file named
config.hin SACE ROOT/ace. In this file
put these two lines:

#define ACE_HAS TIMED MESSAGE_ BLOCKS
#include “ace/config-linux.h”

The next file to create is
platform _macros.GNU in
$ACE_ROOT/include/makeinclude. In
this file put the following lines:
optimize=1
exceptions=1
debug=1
threads=1
rtti=1
include
${ACE_ROOT}/include/makeinclude/platform
linux.GNU



2.3.1 Building ACE

The instructions for building ACE
should be followed in sequential order. Type the
following commands:

® cd SACE_ROOT

make
cd SACE _ROOT/Kokyu
make
cd $ACE ROOT/apps/gperf
make

2.3.2 Building TAO

While building ACE may seem to take
some time you have not seen anything yet,
because building TAO is one of the longest
builds that you may come across. Specifically,
compiling the TAO_IDL and orbsvcs may each
take more than an hour. So try to find something
to occupy your time with while building TAO.

Again, the following instructions for
building TAO should be followed in sequential

order:

cd $TAO_ROOT/tao

make

cd $TAO ROOT/TAO_IDL

make

cd S$TAO ROOT/orbsvcs

make

Check to see if any of these builds return errors;
if you do not correctly compile ACE or TAO
then you will definitely have trouble compiling

your program.

2.4 Obtaining CAMRIT from CVS

As stated above, the CAMRIT code is
located in the CVS module
huangming/client api on the server
cvs.doc.wustl.edu. To checkout the

directory, type the following command:
cvs co huangming/client api

You may have to provide your CVS login and
password in order to run any CVS command.

3 Developing CAMRIT

Because I was mainly a developer for
the client side of CAMRIT, I do not know many
details about the server side of CAMRIT.
However, I will provide as much information as
I can about the client side, and hopefully
someone will document the server side in the
future.

3.1 CAMRIT Client classes

The client side of CAMRIT basically
deals with sending the image request to the
server, and then managing the tile buffer that

receives image data from the server via a TCP
connection. From the tile buffer, the client then
assembles the tiles to make a complete image.

3.1.1 wsoa_client

The file in the CAMRIT code called
wsoa client.cpp is the main program for
the client side of CAMRIT. It resembles how a
typical application might use CAMRIT.
Because of the client API it is now easy for an
application to learn how to use CAMRIT. It
simply needs to create an Image object and
CAMRIT object, and then call get image on
the CAMRIT object, passing in a pointer to the
Image object, a relative deadline, the filename of
the image requested, and the number of tiles to
break down the image being transmitted.

3.1.2 CAMRIT

The CAMRIT class is sort of a client
interface between the underworkings of the
CAMRIT client and an application layer
typically like wsoa_client. For now CAMRIT
has one main function — a method called
get image. It starts up an ImageRequester
that requests the image, passing all of the
information that the client has given it. Then it
blocks the application thread on a condition
variable, which will be woken up by the
TileDecompressor once the image is completed.
Once woken up, the Image object that the client
had submitted a pointer to will now contain the
requested image.

3.1.3 ImageRequester

The ImageRequester has two main
functions. It first creates an ImageRequest and
sends it to the ImageServer to tell it which image
to send. It then begins to watch the TCP
connection and take the data that is being
received and reconstruct the tiles that are being
sent, putting each reconstructed tile into the tile
buffer. It also starts up the TileDecompressor to
constantly check the tile buffer and periodically
take a tile from the buffer and fit it into the
assembled image.

The ImageRequester runs on its own
thread separate from the main application thread.
Since the main thread is blocked, the
ImageRequester must be the thread that is in
charge of initializing the ORB and starting it up,
in order to contact the ImageServer which may
be on a remote host.



3.1.4 TileDecompressor

The TileDecompressor periodically
checks the tile buffer, and if there is a tile in the
buffer it removes it and places it in the correct
location of where it should be in the assembled
image. This is all done using metadata that the
ImageServer sends along with the tile. The
TileDecompressor will stop once it has received
all of the tiles it was expecting, and then will
signal the condition variable of the main thread
so that the main thread will continue execution.

3.2 CAMRIT Server classes

Much of the Server classes have to deal
with the feedback control loop. ImageServer
receives the image requests, but there is a
Monitor and a Controller that manages the
amount of data currently inside the tile buffer, to
make sure it is being processed at a steady rate
and within the deadline.

3.3 Adding a class to CAMRIT

The CAMRIT class did not exist in the
original source code of CAMRIT, and thus I was
set with the task of adding it to the package. I
found that it was relatively easy to do because of
the way the CAMRIT Makefiles were set up.
First, decide which side of CAMRIT that the
new class needs to be compiled with. For
instance, my CAMRIT class belonged to the
client side. There are 3 Makefiles in the
CAMRIT code:

* Makefile — this file simultaneously
compiles both Makefile.wsoa_client
and Makefile.wsoa_server just by
calling make.

* Makefile.wsoa client -
includes the classes just for the client
side of CAMRIT

* Makefile.wsoa server -—
includes the classes just for the server
side of CAMRIT
To add a client class to CAMRIT,

modify the Makefile.wsoa client file
and include the class name to the list of files
under the heading FILES= in a similar manner
as the other files listed. Delineate each file
except for the last file in the list with a ‘\’ to
indicate a line break.

3.4 Building CAMRIT

The simplest way to compile CAMRIT
is to simply type make in the CAMRIT
directory. You can compile the client classes
and server classes separate if you wish by typing

make Makefile.wsoa client and
make Makefile.wsoa server,
respectively.

The commands make clean and
make realclean clean up the code that was
generated in the previous build of CAMRIT.

4 Running CAMRIT

There are some requirements to running
CAMRIT. Right now you can only run
CAMRIT as root, given the stringent real-time
requirements of the program. Therefore, you
must have root access or the root password to the
machine(s) you run CAMRIT on. Obviously if
you are running the client and server on different
machines they must be connected somehow on a
network. Obviously, to run CAMRIT you must
have everything properly installed in the
Installing CAMRIT section.

4.1 Logging in as root
There is one configuration file to
modify once you checkout the CAMRIT code
from CVS. As root you will need to specify the
appropriate environment variables again. We
have provided a script file called set . sh that
sets the environment variables for your copy of
ACE/TAQ, etc. All that needs to be modified is
the ACE_ROOT variable — point this to your
ACE_wrappers directory. Everytime you log in
as root to run CAMRIT you must run this script
by typing the command source set.sh.
Thus, here are the instructions to log in
as root (from the CAMRIT directory):
® su
° <insert root password>
° source set.sh

4.2 Starting up the CAMRIT server
The file pi _server.sh is a simple
script that starts up the CAMRIT server. To run
the server you must modify this file first. The
ORBEndpoint argument indicates the address
and port number that the IOR is being run on.
Modify this argument with the address and port
of the host that is running the CAMRIT server.
The file pi svc.conf is essentially
the configuration file for the feedback control
loop’s Controller. When I was running
experiments I did not need to modify this file.
Thus, to start up the CAMRIT server:
* Log in as root (instructions in previous
section).
® source set.sh
* ./pi server.sh






